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1 Introduction

Interval analysis is the theory and practice of rigorously working on a computer with certain
(exactly known) and uncertain (i.e., possibly not exactly known) real numbers, represented
as intervals; see, e.g., the textbooks [25, 26, 29, 28]. It involves the appropriate use of
standard floating-point calculations (in round to nearest mode), directed floating-point
calculations (in rounding modes up or down), and interval arithmetic, combined in a way
that gives reasonable enclosures of the results with an acceptable cost.

Important current applications of interval analysis include but are not restricted to the
following areas (only sample references are given):
e global optimization (used in lots of different applications) [31, 40],

e solving equations with multiple solutions (e.g., in chemical engineering [9], computa-
tional geometry [7, 35], robotics [24]),

e quantified constraint satisfaction [49] (e.g, finding safe work spaces for robots [23, 37]),
e design under uncertainty [34, 38|,

e computer-assisted proofs [33],

e verified linear and semidefinite programming [14, 16].

Many applications (e.g., all global problems) need good bounds for very wide intervals,
some (e.g., rounding error control) need high accuracy for narrow intervals.
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Interval arithmetic is the collection of operations with intervals underlying interval analysis,
and does not comprise directed floating-point calculations per se; however (see Section 4),
the two are closely related and often are used together.

The successful application of interval arithmetic appears to be somewhat difficult for non-
expert users. Indeed, the proper use of interval arithmetic requires attention to details
beyond those of usual numerical computations since otherwise the results may be useless,
either being invalid (i.e., not enclosing the true results) or overly pessimistic. Thus, interval
arithmetic cannot be regarded in isolation from interval analysis as the body of theory and
techniques for making good use of interval arithmetic.

Tools such as monotonicity arguments, centered forms, subexpression analysis, or trans-
formations to equivalent form, more sophisticated techniques such as Makino’s reduction
techniques, and even branch and bound techniques may play a role in improving range
enclosures. Even if a given functional expression or algorithm cannot be handled directly
by such techniques, these techniques often apply to suitable subexpressions.

The purpose of this paper is to provide background information for the Vienna proposal
for interval standardization [36], explaining what is needed in practice to make competent
use of the interval arithmetic provided by an implementation of the standard-to-be.

Discussed are methods to improve the quality of interval enclosures of the range of a function
over a box, considerations of possible hardware support facilitating the implementation of
such methods, and the results of a simple interval challenge that I had posed to the reliable
computing mailing list on November 26, 2008.

Also given is an example of a bound constrained global optimization problem in 4 variables
that has a 2-dimensional continuum of global minimizers. This makes standard branch and
bound codes extremely slow, and therefore may serve as a useful degenerate test problem.

Our notation follows the recommendations in KEARFOTT et al. [15] for standardized nota-
tion in interval analysis. In particular, boldface letters such as x denote intervals or interval
vectors; x and T denote their lower and upper bound, respectively.

Acknowledgments. Contributions and comments to the challenge by Nate Hayes,
Lubomir Kolev, Mihaly Markot, Jean-Pierre Merlet, Ramon Moore, John Pryce, and Dan
Zuras are gratefully acknowledged.

2 Monotonicity

Monotonicity is one of the most powerful properties that enable skilled users to improve
the enclosures obtainable by naive interval evaluation.



Exploiting partial monotonicity. Monotonicity arguments are traditionally used in in-
terval Newton techniques to speed up the branch-and-bound procedure in which the interval
Newton method is embedded. They are also traditional in the analysis of uncertain linear
problems; see, e.g., BARTH AND NUDING [2] and NEUMAIER & POwNUK [38, Theorem
5.1]. However, a monotonicity analysis can be done for many algebraic expressions.

2.1 Theorem. (Ranges for partial monotone functions)

Let e(z,y, z) be an expression in the components of x,y, z. Suppose that e(z,y, z) can be
evaluated for all x,y, z € x and that the resulting function is monotone increasing in y and
monotone decreasing in z. Then the range of the function f defined by f(x) := e(z,x, )
for x € x is contained in the interval

f.= [irelf e(r,z,@),supe(z, T, x))].
zEX TEX

If e(z,y, z) is independent of x then f is the exact range.

Proof. This follows from the fact that a function monotone increasing (decreasing) in some
variable ¢ attains its minimum over an interval at the lower (upper) bound and its maximum
at the upper (lower) bound of the interval. O

For the example e(z,y,2) = x xy — z and x = [0, 1], we get the enclosure [—1,1] of the
range [—0.25, 0], showing that, in general, the theorem need not give the exact range.

To apply the theorem to a given expression f(x), one splits the occurrences of each com-
ponent z; into three groups, two (renamed y; and z;) where a monotonicity direction can
be ascertained, and one (left as x;) in which one cannot do this. This gives an expression
e(z,y, z) of the required form such that f(z) := e(x,z,z). Note that e(x,y, z) need not
depend explicitly on all components of x,y, z. Note also that the bounds of f are bounds
of ranges of simpler functions, which can often again be rearranged and/or subjected to
further monotonicity arguments.

Important special cases of the monotonicity theorem include the optimal enclosure of the
linear interpolation expression

linearInt(z,y,t) := (1 —t)z +ty, te|0,1], (1)

discussed in NEUMAIER [35] and the optimal enclosures

=[5 5] 2
&= [T—%—g’g—?—g} (3)

of the functions f(z,y) = (z — y)/(z + y) and g(x,y) = y/(r + y) over x € x and
y € y with z,y > 0, not both zero. Note that for nonzero y, the rearrangement as
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flzyy) =1—-2/(1+x/y) and g(z,y) := 1/(1 + z/y) also gives optimal results, though at
a slightly higher cost.

In practice, the function whose range is wanted must first be brought into the above form
by analyzing which part of it is monotone increasing and which part of it is monotone
decreasing. This may also involve the introduction of intermediate variables. For example,

the function
f(,y,2) = x/\/2? +y? + 22 (4)
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can be optimally enclosed at (x,y,z) by monotonicity arguments using w = y? + z? and

the enclosure
f= [@/\/§2+E, E/\/#er]. (5)

Similarly, the function f(z,y) := 2?/(2* + y*) considered by PRYCE & CORLISS [47] can
be optimally handled by computing u := x2, v := y?, and

f=[u/(u+7),3/(T+v) (6)

A more complicated instance is the following. To enclose the function

fla,q,e) := (a(l —q) +e\/_ /(1+q) (7)

fora € a, ¢ € q, and e € e, with a fixed constant k£ > 0, and intervalsa > 0, 1 € q > 0, and

= [—1, 1], one uses that a and e appear linearly, hence can be restricted to their endpoints.
Simple analysis shows that under the given conditions, a simple sufficient condition for
monotone decrease in ¢ is § < 1+ 16a*/k, and that the two extremes are attained at a = @,
but opposite ends for e and ¢. If the sufficient condition holds, we get the optimal enclosure

f=[@1-a9) - Vi)/(1+7), @1 -9+ /k)/(1+0)].

Infinite endpoints. In the theory of interval analysis, intervals are usually considered
to be bounded. The consideration of unbounded intervals, which have one or two infinite
endpoints, is necessary in several applications including constrained global optimization.
Since operations with infinity do not necessarily make sense, monotonicity considerations
need extra attention when applied to unbounded intervals. In particular, expressions such
as (z — 1)/(z + 1) for z € [0,00] or 2> — x for x € [1, 00| show that optimal bounds at
infinity often require an explicit consideration of the limiting behavior rather than a blind
use of the endpoints.

Fractional multilinear expressions. Frequently, an expression is affine or rational linear
in some of its components. The following recipe generalizes the usual formula for calculating
the interval hull of a product or quotient to more general rational functions such as f(x) =
(x129 — 1)/(x1 + 22 + 1) that are fractional linear in each variable.



2.2 Theorem. (Fractional multilinear ranges)

Let e(x) be an expression in the components of x that, for some subset K of indices, is
fractional linear (i.e., equivalent to the form (at +b)/(ct + d) with a,b, ¢, d independent of
t) in the components t = x, (k € K) of x. If e(x) is defined for all x € x then the range of
e(x) for x € x is contained in the convex hull of the ranges on the subboxes of x obtained
by specializing in all possible ways the components z, (k € K) to one of their endpoints.
If K contains all indices then f is the exact range.

Proof. This follows from the fact that a fractional linear function is monotone in each
interval where it is defined, since functions monotone in a variable ¢ attain their minimum
and maximum at the endpoints of the interval under consideration. O

In practice, the ranges on the subboxes will be computed by other interval techniques.
Frequently, these calculations share the results of some subexpressions, whose ranges need
then to be computed only once. A similar remark also applies to the other techniques for
improving range enclosures.

Convex combinations. An example of a fractional multilinear expression of more than
occasional relevance is the general convex combination

fn(t,l’) = Zthk/ztk,
k=1 k=1

where all t; are nonnegative, and not all of them vanish. For n = 2, this can be reduced to

linearInt since ;
2

t1 + 2

and we may get an optimal enclosure since tl’f 5 can be optimally enclosed using (3). This

is used in Section 6 in Pryce’s treatment of the challenge problem.

fg(t, iIZ') = + (%2 — .Tl),

For general n > 2, Theorem 2.2 would require an exponential number of endpoint combi-
nations to be evaluated. However, closer examination reveals that optimal bounds for the
range over t € t and x € x can be obtained with an algorithm of nearly linear complexity
in n. First of all, since all t;, are nonnegative, the infimum of the range is attained at = = z,
and the supremum at x = ; thus it is enough to consider the case where x is a real number.

We therefore consider the problem of finding the minimum of f(¢,x) over ¢ € t for fixed
x. Using a permutation computable with O(nlogn) operations, we may also assume that
the z; are in increasing order, z1 < ... < @,. Now 9f/0t; = > tp(x; — xx) /(O tr)? is
increasing in 7, nonpositive for ;7 = 1, and nonnegative for j = n. This implies that there
exists a positive integer [ < n such that the minimum is attained for the vector ¢ with
tg- =t; for j <1 and té- = t; for j > [. By making optimal use of common subexpressions,
it is possible to compute all f(#',x) with O(n) operations; thus one gets

. o . l
tep S = i, T
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with a total complexity of O(nlogn). The maximum can be found in an analogous way.

Optimal enclosures for unary operations. Univariate functions are piecewise mono-
tone, hence their ranges can be found analytically. For univariate functions arising fre-
quently, one can find the extrema and their values in advance, and then gets optimal
enclosures by taking the hull of the endpoints and the interior extremal values; one also
needs to take care of correct rounding by looking at the direction of monotonicity. We treat
as examples the functions

ratsin(r) := 2z/(1 + 2°%), ratcos(x) := (z* — 1)/(2* + 1). (8)

They satisfy ratsin(z)? + ratcos(x)? = 1 and provide a rational parameterization of the
circle (except for the point (0,1) which arises only in the limit z — +00). An optimal
enclosure of ratcos(x) for x € x is simply obtained using (2) with x* in place of x and 1 in
place of y.

15
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The function ratsin is a little more complex. It has its extrema at x = £1, with values
+1, and is monotone in each of [—oo, —1], [=1,1], and [1,00]. As a result, one gets eight
distinct cases for the optimal enclosure f of ratsin(x) for # € x. Using f! := ratsin(z) and
f* = ratsin(Z), we get in exact arithmetic:



ifz < —1,
ifz < —1, f=[f%fY]; % decreasing
elseif 7 < 0, f = [—1, max(f!, f*)];
elseif 7 < 1, £ =[-1, f];

else f=1[-1,1];
end;
elseif T > 1, % and already z > —1

if z <0, f=[f1];
elseif z < 1, f = [min(f!, f*),1];
else f=/[f%f]; % decreasing

end;
else % now x C [—1,1]
f=1[f',f"; % increasing
end;

Adding the necessary directed rounding for finite precision calculations is straightforward.

In some cases, a similar prior analysis can be done also for functions of two or more variables.
In particular, homogeneous rational functions of two variables x and y can be reduced
to the univariate case by considering the reduced variable z = z/y, which can then be
handled analytically by an analysis of its extrema. (Care is needed in this reduction to get
correct results when y contains zero and for unbounded intervals x or y; a separate analysis
should be performed to ensure that what is programmed really corresponds to the precise
mathematical meaning of the original expression.)

3 Other improvement techniques

If monotonicity arguments do not apply, there are a number of other techniques that can
be used to improve range enclosures. They are discusssed in this section.

Rearrangement of expressions. Suggested already in the ground-breaking book by
MOORE [25], one way to improve the naive interval enclosure is by rearranging expressions
using the subdistributive law

f(g+h) C fg+fh
or other algebraic transformations, such as that of x € [0,1]", f(z) = 1/, (1 — z; + a?)

into f(z) = 1/]]-,(0.75 + (z; — 0.5)?) considered in NEUMAIER [29, p. 38], saving an
exponential amount of work in a branch and bound method for minimizing f(z).

The optimal handling of general univariate quadratic expressions with interval coefficients
is discussed in ALOLYAN [1] and DOMES & NEUMAIER [6]. For multivariate polynomi-
als, MOORE [27] presents a number of rearrangement techniques. The frequently useful



representation of a univariate or multivariate polynomial in Bezier form and its interval
evaluation is discussed, e.g., in GARLOFF & SMITH [8] and NEUMAIER [35].

Using centered forms. Centered forms are traditionally used for the enclosure of func-
tions over fairly narrow intervals since they enjoy the quadratic approximation property,
which guarantees an asymptotically small overestimation for sufficiently narrow intervals.
This makes centered forms an indispensible part of most branch and bound algorithms for
problemswith continuous variables.

That an algorithm for enclosing ranges has the quadratic approximation property means
that if the argument width goes to zero like O(e), then the overestimation is O(&?) rather
than the typical O(e). The most general and precise result about the quadratic approxima-
tion property is in NEUMAIER [32, Theorem 8.1], and applies to traditional centered forms
(and can be easily adapted to the bicentered forms discussed below), linear Taylor models,
and to enclosures computed by affine arithmetic or G-intervals.

One way of computing centered forms is by using slopes. If f(x) is an arithmetic expression
in the components of z, a slope for f (KrRAWCZYK & NEUMAIER [21]) is a row vector
expression f[z,z] such that

flz) = f(z)+ flz,z](x — 2) for all z, 2. (9)

Inserting for x the box x and for z an element from x (often the midpoint or a suitable
corner) results in an enclosure with the quadratic approximation property. For the com-
putation of slopes, see [21], NEUMAIER [29, Sections 2.2 and 2.3], SHEN & WOLFE [56],
KoLEV [17], and SCHNURR [54, 55]. For wider intervals, the fact that the slope itself
is evaluated naively may result in unnecessarily wide enclosures. To improve upon this,
STOLFI & DE FIGUEIREDO [58] discuss affine arithmetic as a recursive way of comput-
ing centered forms, often with less overestimation. Related work on so-called G-intervals,
together with applications to the solution of nonlinear systems, has been done by KOLEV
[18, 19, 20].

Let me give explicitly the slope for a particular example, that of the Rayleigh quotient

xT Ax

flw) =

. (10)

of a (thin) symmetric matrix A. One easily checks that (9) holds with
(A—f() D=+ 2)

T

f[x,z] =

This can be immediately used for interval evaluation if the denominators are computed as
>, @7 to avoid overestimation when intervals are inserted.

Here T want to draw attention to the bicentered form introduced in NEUMAIER [29, p.59],
which has some nice additional properties but seems to have been little used in practice.



3.1 Theorem. (Bicentered form)
If f' 8! f* and s* are enclosures of f(z!), f2!, z], f(z*) and f[z“, x|, respectively, for two
particular points z', z* € x and all z € x then the intervals

finner := [sup f', inf £*], (11)

fouter := | inf(f' +s'(x — 2)), sup(F* + s*(x — x“))] (12)

satisfy
finner C f .= {f(l‘) | T c X} - fouter-

Proof. The validitiy of the inner approximation follows from the fact that if i, is

nonempty then _
f< f(zh) <supf! <inff* < f(2*) < f.

The validity of the outer approximation follows from the defining equation (9) of the slope,
applied to z = 2! and z = z* since

inf (fl +s'(x — xl)> < inf (f(:cl) + flat, o) (2 — xl)) = inf f(z),

TEX TEX

sup (£ + s"(x = 2)) = sup (f(2") + fla", al(w — ")) = sup f(2).

TEX TEX

The outer approximation (12) is the bicentered form from [29, p.59]. Suitable values for z!
and z* can be found by the endpoints minimizing and maximizing a linear Taylor expansion
at the midpoint of x, a choice suggested by POWNUK [46] to get a good inner approximation
(11) of the range that frequently is optimal. Alternatively, a more sophisticated local search
may be employed to find good ! and x*.

With exact arithmetic and Pownuk’s choice for the centers, the theorem gives the exact
range, and proves optimality, whenever f is strictly monotone in each variable and the
slope enclosures are good enough. Indeed, in that case, the components of s' and s* have
constant sign due to monotonicity, and the signs are such that infs'(x — 2!) = 0 and
sups¥(x — z%) = 0. Since in exact arithmetic, f' = f(z!) and f* = f(z“) are thin, we find

finner = louter-

Note that the bicentered form may even be optimal for expressions that are not monotone.
This is shown by the univariate example f(z) = 42® — 12z, which has the slope f[z,z] =
4(2% +zz +2%) — 12 = (22 + 2)? + 3(2* — 4). In the second form of the slope, the interval
evaluation is optimal, and produces a nonnegative slope f[z,x]| when z is an endpoint of x
with |z| > 2. Thus Theorem 3.1 gives the exact range not only for intervals in the ranges
[—o0, —1], [~1,1], and [1, co] where f is monotone but also for intervals x containing [—2, 2],
although these intervals contain the local maximum and a local minimum of f at x = +£1.

Since no monotonicity assumption is needed, the bicentered form provides stronger results
than monotonicity arguments, although at a significantly higher cost (typically about six
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times the cost of an interval evaluation). However, in all but fractional multilinear cases and
some other simple expressions, checking monotonicity usually requires the prior enclosure
of partial derivatives and checking their sign. If the signs are not constant, one may use
the optimal centered form of BAUMANN [3] that uses the interval derivatives in the best
possible way to get an enclosure. However, there is little computational advantage compared
to bicentered forms, and the latter’s wider applicability (and typically higher sharpness)
makes them the method of choice.

Using implied equations and inequalities. In a number of cases of practical interest,
subexpressions in a longer calculation are not independent, and there may be interesting
relations between them that can be exploited to get better enclosures. For example, in a
context where u = w? + 22 and v = y? + 2% are relevant subexpressions, an interesting
enclosure of the expression 2d/u, where d = b(xy — wz) + c¢(xz + wy), may be found as
follows: We use the product formula

(w? 4+ 23 (y? + 2%) = (2y — w2)? + (22 + wy)? (13)

(due to Gauss) and the Cauchy-Schwarz inequality to get |d| < /uv(b? + ¢?), and obtain
with k := 4(mag(b)? + mag(c)?) (where mag(x) = max(—z, 7)) the enclosure

2d/u € [—\/k:_q\/k:_q] (14)

as a function of ¢ = v/u. This enclosure will be useful in solving the interval challenge
below.

In general, implied equations such as the Gaussian product formula (13) can be found
automatically and rigorously by symbolic algebra, using Grobner basis techniques (BUCH-
BERGER & WINKLER [4]); cf. also HUYER & NEUMAIER [12]. Similarly, implied inequal-
ities such as the Cauchy-Schwarz inequality can be found automatically and rigorously by
SOS (sum of squares) techniques; see, e.g., PARILLO [41] and SCHICHL & NEUMAIER [53]
for general theory, and DOMES [5] for a rigorous implementation of some SOS techniques.

Though these methods are slow, they need to be applied only once to an expression, and
provide — when successful — important information that may improve later many computed
enclosures.

Using Kaucher arithmetic. In a number of cases (see NEUMAIER [35] for a fuller dis-
cussion), the results obtainable from a monotonicity analysis can also be obtained by using
modal coercion theorems together with Kaucher interval arithmetic. For example, the
modal procedure described in the recent patent by HAYES [11] gives an alternative optimal
enclosure for (4).

In practice, the use of the coercion theorems for range enclosures is restricted to cases where
the expression to be enclosed is totally monotonic, so that the Kaucher interval calculations
simply reduce to two separate calculations involving the bounds and real arithmetic with
directed rounding. These cases are covered by Therorem 2.1.
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Combining centered forms and monotonicity. Functions of the form f(x,y) = fo(x)+
F(x)Ty are always monotone in g, hence y can be reduced to bounds. Which bounds need
to be considered can be found out by looking at the signs of the components of F'(x). With
y fixed at a bound, one can use half a bicentered form in z for each bound to get good
enclosures for the range.

Poprova et al. [42, 43, 44, 45] (see also TONON [59]) use Kaucher interval arithmetic for
bounding ranges of monotone rational functions. In [43, 44] range enclosure is combined
with a general-purpose technique for guaranteed enclosure for the solution of linear systems
whose coefficients are rational functions of uncertain parameters,

A(p)zr =b(p), pepeIR’, (15)

where A(p) € R™™, b(p) € R" are rational in p. While [43, 44] use Kaucher arithmetic,
the authors point out that more powerful (general) range enclosing techniques can be used
instead. Indeed, the technique works as well with monotonicity arguments or centered
forms, and is then more generally applicable since no total monotonicity is required. The
basic idea is to use preconditioning to bring the linear system into a system of equations in
fixed-point form,

_ ai(p) | ri(p)'x
;= (7
pip) ~ %(p)
with denominators §;(p), vi(p) that do not vanish for p € p, and small residual coefficient
vectors r;(p). If, for all p € p and all x in some trial box x°, the ith right-hand side can be
enclosed in an interval x} contained in the interior of x{, standard fixed point theorems [29]
imply that the solution set of (15) is contained in x', and further iteration (with x° replaced
by x!, etc.) may improve the bounds further. The range enclosure of the right-hand side
of (16) can be done by the methods described in the present paper. In particular, if the
dependence of the coefficients on the parameters is linear, the right-hand side is multilinear
or fractional multilinear (depending on how the transformation to fixed-point form is done),
and the above theorems apply. (As shown in JANSSON [13], the affine-linear dependence
also allows a representation in which each interval parameter appears only once.) For a
nonlinear parameter dependence, the bicentered form from Theorem 3.1 may be used.

=1,...,n) (16)

Inner enclosures for the hull can by found either using Kaucher interval arithmetic by the
methods of POPOVA et al. [43, 44], or by specializing the parameters to values guessed
from a linearized monotonicity analysis, and then proceeding as in the proof of Theorem
3.1. This is the monotonicity method of POWNUK [46]; for an analysis, see the discussion
in NEUMAIER & POWNUK [38, Section 5 and Example 7.1], where good inner and outer
bounds are computed for a linear finite element problem with 81 variables and 101 uncertain
parameters.

The technique extends in principle to nonlinear systems of equations but is there less easy
to use since these may have several zeros even in generic situations.

Using branch and bound techniques. Range enclosures can always be found by globally
minimizing and maximizing the given function over the given box. Thus general techniques
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from rigorous global optimization [31, 40] may be applied. These techniques are usually
much more expensive than any of the previously discussed methods, but they give quite
accurate enclosures even for wide intervals and in the absence of any special properties. A
somewhat cheaper version often applicable when the input widths are not very large is the
range reduction technique by MAKINO [22, pp. 128-130], generalized and made precise in
NEUMAIER [32, Theorem 9.1].

Optimal enclosure of expressions in the Vienna proposal. This paper calls attention
to the fact that subexpressions frequently used in an application can be treated better by
special analysis rather than by the naive approach. An interval arithmetic standard should
enable the efficient use of these techniques in general rather than require a handful of specific
cases.

There are many possible nonstandard expressions that would benefit from an optimal im-
plementation using special analysis. The Vienna proposal for interval standardization [36]
does not require the implementation of any of these but suggests some expressions that are
practically useful and amenable to a special treatment, namely

e a number of unary operations such as (8) or (e* — 1 — z)/z?,
e the interval enclosure of arbitrary constant expressions without any interval argument,

e the linear interpolation operation.

The implementation of linear interpolation is recommended since it is a basic operation
with a direct geometric meaning. Everyone is familiar with it, it is used in many contexts,
and I had met the operation already several times before in applications. There are no
other operations like that. Moreover, it is encountered in diverse applications, and it is
a nuisance that the naive interval extension often contains points outside the convex hull
of the endpoints. Also, it is quite basic in that it enables one to get good enclosures for
polynomials and splines given in control polygon form; see the discussion in HAYES [10] and
NEUMAIER [35], where algorithms for optimal interpolation operations are described (by
Hayes in terms of modal interval arithmetic, by me in terms of monotonicity and directed
rounding only).

4 On hardware for intervals and directed rounding

For more complicated expressions, one often ends up in a mix of interval calculations and
real calculations involving directed rounding.

Other applications of directed rounding arise when explicit use is made within interval
computations of monotonicity behavior of certain formulas, which allows to compute lower
and upper bounds separately using directed rounding. Apart from the algorithms discussed
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in this paper that exploit partial monotonicity, many other kinds of rigorous computations
require such a mix, for example,

e the optimal solution of linear systems with an interval M-matrix by BARTH & NUD-
ING [2],

e algorithms by ROHN [51] (see also [29, Chapter 7]) for the hull of interval linear
systems, drastically reducing the number of endpoint combinations to be considered,

e the Hansen-Bliek method [30] for solving linear systems with interval coefficients,
e optimal a posteriori bounds in linear programming [14, 16, 39],

e Makino’s range reduction technique, mentioned towards the end of Section 3.

Thus, implementations of interval arithmetic should be such that mixed interval calculations
and real calculations involving directed rounding can be done efficiently.

One way to achieve this in hardware is to have three floating-point pipelines, each one
dedicated to one particular rounding mode (up, down, nearest), with the directed modes
following Part 7 of the Vienna proposal for interval standardization [36]. Then it will pay
to adapt the algorithms (or the compilers) to optimally use the directed rounding pipelines.

Alternatively, one could implement three different pipelines for floating-point operations in
fixed, selectable rounding modes. These can then also be used in ordinary floating-point
calculations to parallelize computations, and in interval calculations to do operations in
different rounding modes in different pipelines.

If lower bounds of intervals are represented by their negatives (as in Remark 2 in Section 2.3
of the Vienna proposal [36]), the rounding up mode would suffice for directed calculations,
and one could make do with two pipelines in place of three.

This would completely remove the penalty for rounding mode switches; an optimizing
compiler can choose the rounding modes of each pipeline to maximize total throughput
with a minimal number of switches. For example, during interval computations interspersed
by approximate floating-point computation (frequent in global optimization), one pipeline
might be set to round up, one to round down, and one to round nearest.

In view of the many situations mentioned where one wants to do some directed rounding
calculations within some routine using interval arithmetic, the directed pipelines should be
available for both interval and directed calculations.

5 A simple interval challenge

In this section, a nontrivial model problem is introduced to which the general techniques
discussed above are applied in the next section.
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The following test problem, suggested by Nate Hayes (personal communication) and arising
from a problem in computer vision, was made public on November 26, 2008 on the Reliable
Computing mailing list [50]. Its goal was to expose insights and tools experts have to squeeze
the best out of a very limited budget for one range enclosure. It doesn’t say anything about
the performance of existing techniques or software for range enclosures in general.

Consider the expression

a(w? + 22 — y* — 2%) + 2b(zy — wz) + 2c(xz + wy)
f= T . 2 3 . (17)
we+xt+y +z

When a, b, ¢ are thin or very narrow intervals, this enclosure problem is handled well as
that of enclosing a Rayleigh quotient (10), which can be efficiently done by centered and
bicentered forms, as discussed in Section 3. However, this gives somewhat poor results
when a, b, ¢ are fairly wide intervals.

Challenge. Find a cheap and good enclosure for (17) given the following bounds on the
variables a, b, c,w, x,y, z:

a€l7,9], be[-1,1], ce|-1,1], (18)

w e [~0.9,-0.6], z€[-0.1,02], yel0.3,07], ze€[-0.20.1]. (19)

The algorithm used should give a valid enclosure for all boxes whose bounds have the same
sign distribution as the bounds shown, irrespective of the values of the bounds. But the
work count and the quality of the resulting enclosure are tested only for the particular
box defined by (18) and (19). (For other boxes, see the remarks at the end of Section 6.)
The computation together with general theoretical results must constitute a proof that the
result is a rigorously valid enclosure of the range.

The cost is measured as the number of effective interval operations, defined for simplicity

(and in view of potential hardware realizations) as follows:

e Any unary or binary operation involving a (standard or nonstandard) interval, in-
cluding taking the hull or the intersection of two intervals, is counted as an interval
operation.

e A purely real operation and a real compare (used in a branching statement) are
counted each as half an interval operation.

e Changing a sign and checking for a sign is not counted.
e Switches of rounding modes are not counted.

e Algorithms using more than 200 effective interval operations do not qualify.
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The remainder of this section discusses some properties of the challenge problem. Interesting
solutions provided by those who responded to the challenge are given in Section 6.

Origin of the problem. It is well-known that arbitrary 3-dimensional rotations can be
expressed in the form

—T% — 7’?2) 179 — ToT3 7173 + ToT2

QIrl=14+2| rro+rers —1r2—1r2 rorz—rery |, ro=+1—|r]?2, (20)
T3 — Tory Tols + Tory —7’% — 7’%

where 1 denotes the identity matrix and r € R? satisfies

| :=/r?+r3+ri <1

If r = 0 then Q[r] is the identity; otherwise, Q[r] describes a rotation around the axis
through the vector r by the angle o = 2 arcsin |r|. Alternatively, we may write (20) in the
homogeneous quaternion parameterization

—r3 =712 rirg —rorz TIT3+ e

2
o+ iy 43

Qlro,r] =1+ TiTy +Ters  —TE— T3 Tors — rery (21)

TiT3 — Tore ToT3 +Tory  —Ti —73
with independent ry € R, r € R3, not both zero. Q[ro, r] satisfies
Qlro,r] = Q[Aro, Ar] for all A #0 (22)

and reduces to Q[r] if the arbitrary scale is chosen such that 73 + 7% + 73 + 73 = 1 and
ro > 0. Because of (22), parallel vectors (rg,r) in the quaternion parameterization give
the same rotation. This shows that the 3-dimensional rotation group has the topology of a
3-dimensional projective space.

In computational geometry, the quaternion parameterization is preferable to the more fre-
quently discussed (and more elementary) parameterization by Euler angles, since it does not
need expensive trigonometric functions, its parameters have a geometric meaning indepen-
dent of the coordinate system used, and it has significantly better interpolation properties
(SHOEMAKE [57], RAMAMOORTHI & BARR [48]). Note that the projective identification
mentioned above has to be taken into account when constructing smooth motions joining
two close rotations Q[r] with nearly opposite r of length close to 1.

The first component of the vector v := Q[ry, rJu obtained by rotating the vector u € R? by
the rotation = Qlrg,r] takes the form (17) when
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Symmetries. The challenge problem has a lot of structural symmetry, broken only by the
bound constraints specified. The symmetry group of the problem is isomorphic to the direct
product of R* x (Z/27Z)*, where R* denotes the multiplicative group of nonzero reals, and
is generated by the scalings (w, z,y, z) — (tw, tz, ty,tz) for nonzero ¢t and the transposition
products

(wz)(be)(z — 2), (y2)(be)(w —w), (wy)(zz)(a —a)(b—10),
and

(w —w)(z —x)(b=b)(c—¢) or (y—y)(z—2)(b-Db)(c—c)

Here (wx) swaps w and z, while (z — z) denotes a sign change of z, etc.

Exact solution. For comparison, the exact solution of the challenge problem was obtained
for reference purposes by Mihaly Markot and Dan Zuras (personal communication), using
a combination of a branch and bound method for verifying the correct active sets at the
minimum and the maximum with the solution of a quadratic equations for the residual
problem in which all activities were fixed.

The minimum is exactly attained at
a=9b=1c=1,w=—-06;z=10.62 —V113.6744;y = 0.7; z = —0.2;
and has the value

fmin = (270 — 1/284186)/89
= —2.95607850118512578703579097311594569123011562791870384957u1.

The maximum is exactly attained at
a=9%b=1c=—-1w=-09,2=02y=0.3;2=+v130.9 — 11.4;

and has the value

fmax = (7%/13090 — 48)/94
= 8.00936984210596092500210075637314869144279539424248305437u1.

The optimal width, i.e., the width of the true range, is
W = foax — fuin = 10.965448343291086712037891729489094382672911022161186907u1.

(By Section 6.4 of the Vienna proposal [36] for the standardization of interval arithmetic,
the ending 7ul denotes the fact that the true result is between the stated result and the
number 1 ulp larger in absolute value, i.e., that it is a correctly truncated result.)
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6 Public solutions to the challenge

We now discuss a number of solutions to the simple interval challenge, illustrating the gen-
eral principles discussed above. (Upon request, programs doing the computations described
below, encoded in INTLAB, the Matlab interval toolbox by RuMP [52], may be obtained
from the author.)

Naive interval evaluation. The simple interval evaluation of f gives the enclosure
[—7.4889,19.2889], which has 244% of the optimal width. Using savings due to precomput-
ing u = w? + 2? and v = y? + 2% and evaluating

f=(alu—v) +2(b(xy — wz) + c(rz + wy)))/(u +v),

this takes 21 interval operations.

Using rearrangement. Ramon Moore provided a pure rearrangement evaluation, evalu-
ating
u:w2+x2, v:y2+z2,
r=1-2/(u/v+1), s=blaxy—wz)+c(rz+wy),
f=ar+2s/(u+v)

with 24 operations, giving the enclosure [—5.8080, 11.3655], which has 157% of the optimal
width. The operation count may be reduced to 23 effective operations by using (2) to
compute the same enclosure for . Note that the rearrangements s = (bz+cw)y+ (cx —bw)z
or s = (by + cz)x + (cy — bz)w of the expression for s lead to inferior results.

Using monotonicity. A partial monotonicity approach is successful based upon the rep-
resentation
u:w2+x2, U:y2+z2,
d=blry —wz) + c(zz + wy),
f=(a(u—v)+2d)/(u+v).

Since d is multilinear in the variables, we can compute an enclosure for d according to
Theorem 2.2 by specializing z and z to their four endpoint combinations and taking the
hull of the results. Similarly, since f is fractional linear, we can compute an enclosure for
f by specializing u and v to their four endpoint combinations and taking the hull of the
results. Taking care of common subexpressions in the resulting formulas, this leads to 54
interval operations and 12 real operations, hence 60 effective interval operations, giving the
enclosure [—3.6517,9.2223], which has 117.4% of the optimal width.

Using linear interpolation. John Pryce reported an approach based upon the rearrange-
ment
W=uw? X=2° Y=v° Z=2
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p=W+X-Y-2)/(W+X+Y +2),
r=2xy—wz)/{(W+X+Y+72), s=2(xz4+wy)/(W+X+Y+2),
f=ap+br+cs.

Moore’s recipe gives optimal bounds for p:
u=W+X, v=Y+2, p=1-2/(1+u/v).
To get good bounds on r, s, Pryce suggested the formulas
v=X4+Y, V=Z+W, ¢ =1/1+4 /),

r = linearInt(ratsin(z /y), ratsin(—z /w), t'),
WV=X+Z J"=Y+W t"=1/1+4"/"),
s = linearInt(ratsin(x/z), ratsin(y /w), t"),
with linearInt and ratsin as defined in (1) and (8). The enclosure obtained is
[—3.4000, 8.9575], which has 112.7% of the optimal width. Since ratsin and linearInt need 5
and 4 effective interval operations, respectively, Pryce’s recipe takes 57 effective interval op-

erations. But p, ¢/, and ¢” may be computed instead by (2) and (3), saving some operations
and leading to an equivalent algorithm that takes only 54 effective interval operations.

Digression: A degenerate global optimization problem. As part of playing with
the approach of Pryce, we (Mihaly Markot, Hermann Schichl and myself) looked at the
innocent-looking subproblem

min s = 2(xz + wy)/(w? + 2% + y* + 2?)
st. we€[-0.9,-0.6], xe[-0.1,0.2],
y €10.3,0.7], z€[-0.2,0.1]

for getting the optimal lower bound for s. Its solution turned out to be remarkably difficult
for several of our solvers; so we analyzed it more closely. It turned out that the problem has
a 2-dimensional continuum of global minimizers with minimum —1, attained at any point
with z = —z € [-0.2,0.1] and y = —w € [0.6,0.7]. This makes standard branch and bound
codes extremely slow.

On the other hand, the above recipe
u=x*+z% v=y +wh t=[v/(v+70),v/(0+ u);

s = linearInt(ratsin(z/z), ratsin(y /w), t);

gives the optimal lower bound without any branching. Thus a prior analysis of expressions
defining a global optimization problem may significantly contribute to its easy solvability.

Using centered forms. Lubomir Kolev noted that one may consider the squares of
w,x,y, z as independent variables and express w, z,y, z in terms of these and signs. Since x

19



and z may change signs, this leads to four distinct cases to be considered. Using G-interval
techniques, linearizing the square roots by a min-range approximation, and taking for a, b, ¢
the 8 possible endpoint combinations, Kolev reported the enclosure [—3.2472, 8.4992], which
is 107.1% of the optimal width, but with over 200 effective interval operations.

Using implied equations and inequalities. The final algorithm to be discussed uses
very specific properties of the particular expression, and has the best performance among
all known solutions to the challenge. Based on the discussion of (13)—(14) and (7), we get
the desired enclosure as follows:

% Neumaier’s Gaussian recipe

% 7 interval + 27 real ops = 20.5 effective ops
disp(’Gaussian’)

u=w"2+x"2;v=y " 2+2"2; % 2 x (+,2 sqr)

% use the Gaussian product formula uv=(xy-wz)  2+(xzt+wy) 2

% and the Cauchy-Schwarz inequality to get |d|<=sqrt(uv(b~2+c~2)),
% hence 2d/u = exsqrt(kq) for some e in [-1,1], where

k=4x (mag(b) “2+mag(c) "2) % real(2 max,2 sqr,+*)
g=v/u;infsup(q) b/

% now f in (a(l-q)+sqrt(kq)*[-1,1]1)/(1+q)
% simple sufficient monotonicity condition
if inf(a)>0 & sup(q)<=1+16xinf(a)~2/k & sup(q)>1 & inf(q)<1,
% real(sqr,*/,4+)
% f is monotone falling in q since a>0
% and both extremes are extremal at sup(a)
sq=sup(q) ;
finf=(sup(a)*(1l-sq)-sqrt(k*sq))/(1+sq);
ig=inf(q);
fsup=(sup(a)*(1-iq)+sqrt(k*iq))/(1+iq); % 2 x real(3+,2x,/,sqrt)
else
% simple monotonicity test fails
% more complex version not programmed
finf=-inf;fsup=inf;
end;
ff=infsup(finf,fsup);

The result is the enclosure [—3.1073, 8.1089], which has 102.3% of the optimal width). The
algorithm used 7 interval operations and 27 real operations, hence 20.5 effective interval
operations. Thus, quite unexpected by me, it is even cheaper than the ordinary interval
evaluation!

A fully rigorous enclosure would also have to set correct rounding modes, which was not
done here for better readability. Note that parallelizing the Gaussian recipe essentially
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halves the time involved in the computation, and speculative evaluation of the main branch
(explicitly programmed above) may effectively eliminate the overhead for the branching
statement.

Other ideas. John Pryce noticed that f can be represented as the Rayleigh quotient
f = kE*MEk/k*k of the complex Hermitian matrix M = (c —aib CiLaZb) at the vector

k= <Zi;§), where i = v/—1. The eigenvalues of M are F+v/a? + b + ¢?; hence

K ME| < /(a2 4+ 12 + ) (w? + 22 + y2 + 22),

[l < V(@ + 02+ )/ (w? + 22 + ¢ + 22),

which gives the poor enclosure [—13.5810,13.5810]. But perhaps the idea can be better
exploited in another way.

Further challenges. For narrow input intervals, the quality of a particular method may
change considerably, and other methods (related to centered forms) will probably perform
better. This should be investigated.

Also, the question of how to best compute an enclosure in the completely general case
(without sign restrictions on the input) should be addressed, and the question of how an
algorithm treats different input boxes related to each other by one of the symmetries. Also,
cheap and good enclosures for all components of v = Q[ro, rJu simultaneously are of interest.

Finally, it would be interesting to find global a priori bounds on the amount of overestima-
tion of some of the better methods.
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