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Abstract
Given a directed graph G, a feedback arc set of G is a subset of its edges containing at least one
edge of every cycle in G. Finding a feedback arc set of minimum cardinality is the minimum
feedback arc set problem. The present paper focuses on large and sparse graphs. The minimum
set cover formulation of the minimum feedback arc set problem is practical as long as all the
simple cycles in G can be enumerated. Unfortunately, even sparse graphs can have Ω(2n) simple
cycles, and such graphs appear in practice. An exact method is proposed that enumerates simple
cycles in a lazy fashion, and extends an incomplete cycle matrix iteratively in the hope that only
a tractable number of cycles has to be enumerated until a minimum feedback arc set is found.
Numerical results are given on a test set containing large and sparse test graphs relevant for
industrial applications.
Keywords: minimum feedback arc set, maximum acyclic subgraph, minimum feedback vertex
set, linear ordering problem, tearing, algebraic loop

1 Introduction
A directed graph G is a pair (V,E) of finite sets, the vertices V and the edges E ⊆V ×V . It is a
simple graph if it has no multiple edges or self-loops (edges of the form (v,v)). Let G = (V,E)

denote a simple connected directed graph, and let n= |V | denote the number of vertices (nodes),
and m = |E| denote the number of edges. A subgraph H of the graph G is said to be induced if,
for every pair of vertices u and v of H, (u,v) is an edge of H if and only if (u,v) is an edge of G.

A topological order of G is a linear ordering of all its nodes such that if G contains an edge
(u,v), then u appears before v in the ordering. The nodes in a directed graph can be arranged in
a topological order if and only if the directed graph is acyclic [1, Sec. 14.8]. The topological
sort algorithm of [2, Sec. 22.4] runs in time Θ(n+m); it is a simple and asymptotically optimal
algorithm for checking whether a directed graph is acyclic.

A simple cycle is a cycle with no repeating edges and no repeating nodes in the cycle. Two
simple cycles are distinct if one is not a cyclic permutation of the other. Throughout this paper,
whenever simple cycles are mentioned, distinct simple cycles are meant.

A strongly connected component (SCC) of a directed graph G = (V,E) is a maximal set
of vertices C ⊆V such that for every pair of vertices u and v in C, there is a directed path both
from u to v and from v to u (u and v are reachable from each other). The strongly connected
components of a directed graph can be found in linear time, that is, in Θ(n+m) time, see [3]
and [2, Sec. 22.5]; these algorithms are asymptotically optimal. A trivial SCC consists of a
single node. A trivial SCC must be acyclic, since we assume that G has no self-loops.

A feedback vertex set of a simple connected directed graph G is a set of vertices whose
removal makes G acyclic; a feedback vertex set contains at least one vertex of every cycle in G.
The term feedback vertex set also appears as essential set in the literature. A feedback vertex
set S is minimal if no proper subset of S is a feedback vertex set.

A feedback edge set is a subset of edges containing at least one edge of every cycle in a
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directed graph. In other words, removing the edges in the feedback edge set from the graph
makes the remaining graph a directed acyclic graph. A feedback edge set S is minimal if
reinsertion of any edge s ∈ S to the directed acyclic graph induces a cycle. If the edges in a
minimal feedback edge set are reversed rather than removed from the original graph, then the
graph also becomes acyclic.

1.1 Computational complexity

Given a directed graph G and an integer parameter k, the (parameterized) feedback edge set
problem is to either construct a feedback edge set of at most k edges for G, or to prove that no
such edge set exists. This problem is called the feedback arc set problem (item 8) on the list
of Richard M. Karp’s 21 NP-complete problems [4]. We prefer the term feedback edge set to
the term feedback arc set. The feedback edge set problem is fixed-parameter tractable (FPT):
an O(n44kk3k!) time algorithm is given in [5], that is, this algorithm runs in polynomial time
if k is bounded above by a constant. The reader is referred to [6] regarding further details on
parameterized complexity and FPT.

The definition above is also referred to as the unweighted feedback edge set problem. In
the weighted feedback edge set problem, each edge has its associated weight; the unweighted
version can be regarded as the weighted version with each edge having unit weight. The cost
refers either to the cardinality of the feedback edge set if the unweighted problem is solved, or
to the total weight of the feedback edge set if the weighted version of the problem is solved.

Finding a feedback edge set of minimum cardinality is the minimum feedback arc set
problem; we will refer to it as the minimum feedback edge set problem hereafter. Similarly,
finding a feedback vertex set of minimum cardinality is the minimum (directed) feedback
vertex set problem. The reductions between the minimum feedback edge set problem and the
minimum feedback vertex set problem preserve feasible solutions and their cost; in general,
these problems are equally hard to approximate in polynomial time [7]. Hereafter we focus on
the minimum feedback edge set problem but we wanted to indicate that results for the minimum
(directed) feedback vertex set problem are also directly relevant.

The minimum feedback edge set problem is APX-hard [8]: Unless P = NP, the minimum
feedback edge set problem does not have a polynomial-time approximation scheme (PTAS).
The minimum feedback edge set problem is approximation resistant: Conditioned on the
Unique Games Conjecture (UGC) [9], for every C > 0, it is NP-hard to find a C-approximation
to the minimum feedback edge set problem, see Corollary 1.2. in [10]. One can construct a
feedback edge set with cardinality of at most m/2 by taking either the forward or backward
edges (whichever has smaller cardinality) in an arbitrary ordering of the vertices of G. A better
upper bound, m/2− n/6, was derived in [11] by taking into account that edges incident to
sources or sinks cannot be part of a cycle; the algorithm runs in linear time and space. An
O(logn log logn) approximation algorithm was implicitly described by [12] in his proof; the
corresponding algorithm was explicitly given in [7].

The minimum feedback edge set problem is solvable in polynomial time for planar graphs [13,
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14], and for reducible flow graphs [15]. A tournament is a directed graph without self-loops
such that for every two distinct nodes u and v there is exactly one edge with end-nodes u and v.
A polynomial-time approximation scheme for minimum weighted feedback edge sets on tour-
naments is presented in [16].

The complementary problem to the minimum feedback edge set problem is the maximum
acyclic subgraph problem. The problem was proved to be APX-complete in [17]. The algo-
rithm of [18] finds an acyclic subgraph with (1/2+Ω(1/

√
dmax))m edges, where dmax is the

maximum vertex degree in the graph; the algorithm runs in O(mn) time. This lower bound on
the number of edges is sharp in the sense that an infinite class of directed graphs is exhibited
in [18] realizing this bound. The previously cited algorithm of [11] provides an acyclic graph
with at least m/2+n/6 edges and runs in O(m) time. Note that in sparse graphs, i.e., m = Θ(n),
this bound achieves the same asymptotic performance bound as the one in [18]. A polynomial
time approximation scheme (running in nO(1/ε2) time) was given in [19] for dense graphs, i.e.,
when m = Ω(n2).

The more recent results regarding the maximum acyclic subgraph problem concern inap-
proximability. The best known approximation factor is 1/2+Ω(1/logn) from [20], which is
a slight improvement over 1/2+Ω(1/(logn log logn) that follows from [7, 12]. The problem
is approximation resistant: Conditioned on the UGC, it is NP-hard to approximate the maxi-
mum acyclic subgraph problem within 1/2+ ε for every ε > 0 [10, 21]. Without assuming the
UGC and subject only to P 6= NP, the best known inapproximability result is 14/15+ε , derived
in [22].

The linear ordering problem can be defined as searching in a complete weighted directed
graph for an acyclic tournament with a maximal sum of edge weights, see e.g. [23] for further
details. The maximum acyclic subgraph problem and the linear ordering problem can be trans-
formed into each other by a simple construction [24]; furthermore, the minimum feedback edge
set problem is complementary to the maximum acyclic subgraph problem. Therefore, a good
algorithm for one problem usually yields a good algorithm for the other.

1.2 Connection to tearing in chemical engineering

We define the task of tearing as follows. Given a bipartite graph B, we first orient it, that is,
we assign a direction to each edge so that B becomes a directed graph D. Then, we compute
the minimum feedback edge set F of D. In our terminology, the task of tearing is to find an
orientation such that the cardinality of F is minimal among all possible orientations of B. If the
edges of B are weighted, then the total weight of F should be minimal, and not its cardinality. It
is obvious that tearing and the minimum feedback edge set problem are related, although they
are not equivalent problems.

Unfortunately, the term tearing is used in three different ways in the chemical engineering
literature: It is sometimes used (1) exclusively for the (weighted) minimum feedback edge set
problem, e.g., [25–35], and [36, Ch. 8], (2) for both the minimum feedback edge set problem
and for tearing as in our terminology as defined above, see e.g. [37–40], and (3) primarily in
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our sense, e.g., [41–49]. This issue seems to be specific to the chemical engineering literature:
For example, in the electrical engineering literature, tearing is used in our sense.

The reason why the (weighted) minimum feedback edge set problem has received consid-
erable attention in the field of chemical engineering is that it provides means to find favorable
computation sequences in process flowsheet calculations. These computation sequences are re-
ferred to as the sequential-modular approach, and they can be faster to evaluate than solving the
whole model simultaneously (equation-oriented approach). The sequential-modular approach
can increase the robustness of the equation-oriented approach significantly: The steady-state so-
lution found with the sequential-modular can be used for initializing equation-oriented models,
see e.g. [50].

2 Heuristics
The literature on the various heuristics for the minimum feedback edge set, minimum feedback
vertex set, maximum acyclic subgraph, and the linear ordering problem is overwhelming. Only
a few of the published heuristics are presented here, since a proper review of the them would
require a monograph.

Apart from the tractable special cases (e.g., planar graphs, reducible flow graphs), all known
heuristics must obey the fact that the minimum feedback edge set problem is approximation
resistant. In practice, it usually means that the difference between the solution found by a
heuristic and the optimal solution can be as large as O(n).

The minimum set cover problem approach. The greedy heuristic of [25] tends to give good
results in our numerical experience if enumerating all simple cycles happens to be tractable for
the input graph; for an enumeration algorithm see [51]. We gradually build the feedback edge
set by always picking that edge as the next element that, when removed, destroys the most of
the remaining simple cycles. Ties are broken arbitrarily. This heuristic (i.e. pick that edge that
breaks the most cycles), is a well-known greedy heuristic for the minimum set cover problem,
with an O(1+ logd) approximation factor guarantee, where d is the maximum cardinality of any
subset [52–55]. Simplification rules can be applied to reduce the graph in each iteration step,
before removing an edge or edges, see [25, 28, 56], [36, p. 279], or [6, p. 114]. Sophisticated
tie-breaking rules are also proposed in [25].

Unfortunately, the weakness of this heuristic is that even sparse graphs can have Ω(2n)

simple cycles [57], and such graphs appear in practice, e.g., cascades (distillation columns) can
realize this many simple cycles, see Section 5.

Greedy local heuristics. Other heuristics that do not require enumerating all simple cycles
are often based on local information only, and make greedy choices. (By local information we
mean that, e.g., only the in-degree and out-degree of the individual nodes are taken into account
but not global properties of the input graph.) A common pattern in these greedy heuristics is
described in the following.

The feedback edge set is built up iteratively. The input graph is simplified in each step
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before removing an edge or edges; this simplification can include splitting into SCCs, and
then dropping the trivial SCCs (a trivial SCC consists of a single node), breaking two-cycles
appropriately, etc. Further simplification examples with figures are given in Appendix A.3.
After the simplification, the algorithm looks for a node in the remaining graph where many
simple cycles are likely to be destroyed when one or a few edges of that node are removed. For
example, a node in an SCC with a single in-edge but with many out-edges is a good candidate:
Removing its single in-edge breaks all the cycles that pass through that node, and the number of
destroyed simple cycles is at least the out-degree of that node (each out-edge must participate
in at least one simple cycle in an SCC by definition). This is the intuition behind the greedy
score functions: A node gets a higher score if it is more “asymmetric” regarding its in- and
out-degrees. Such score functions are, for example,

score(i) = |din
i −dout

i |, (1)

and

score(i) = max
(

din
i

dout
i

,
dout

i

din
i

)
, (2)

where score(i) is the score of node i; din
i and dout

i are the in- and out-degree of node i, respec-
tively. (The weighted variants of these score functions can be used if the input is a weighted
graph.) The node with the highest score is selected (breaking ties arbitrarily), then all of its in-
or its out-edges removed, whichever edge set is of smaller cardinality. The algorithm continues
with the simplification. The heuristic terminates when there are no edges left. This pattern can
be recognized, for example, in [11, 31, 58, 59], but this list is by no means complete.

Sorting heuristics. Given an arbitrary ordering of the nodes of G, one can unambiguously
categorize all the edges as either forward or backward edges depending on whether the terminal
node of the edge (head) appears after the initial node (tail) of the same edge or before. In the
former case the edge is a forward edge (it is pointing forward in the ordering); in the latter case
it is a backward edge. We select the set of backward edges as the feedback edge set.

The sorting heuristics view the minimum feedback edge set problem as an ordering problem:
They try to find the minimum cost ordering by sorting the nodes appropriately. Various sorting
heuristics have been reviewed and new ones have been proposed in [60]. Numerical results
are reported on both sparse and dense random graphs where n ranges from 100 to 1000, and
also for tournaments that have been reported to trigger particularly poor performance for certain
heuristics. The authors also report promising results for their novel hybrid sorting heuristics.

A heuristic based on depth-first search and local search. A heuristic that does not resemble
any of the above mentioned ones is given in [61]. Beside the common simplifications (removing
self-loops, sources, and sinks, then partitioning into SCCs), the SCCs are also partitioned into
biconnected components at the articulation points. (A node v is an articulation point if the
removal of v causes the graph to become disconnected.) After these simplifications, a depth-
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first search is performed on each component to identify a (hopefully large) acyclic subgraph D;
the edges not in D form a feedback edge set F . The cardinality of F is further reduced by a
local search heuristic that works on consecutive subgraphs.

Heuristics for the closely related linear ordering problem. Finally, the reader is referred to
the heuristics for the linear ordering problem, which are discussed in great detail in [23].

3 Exact methods
The published exact methods include (a) dynamic programming, e.g., [26, 62], (b) custom
branch and bound methods (or smart enumeration with special exclusion rules), e.g., [28, 63–
65], and (c) integer programming formulations. The latter will be reviewed in the following
subsections, since the present paper focuses on an approach based on integer programming.

3.1 Integer programming formulation with triangle inequalities

Just like with the sorting heuristics, we seek a minimum cost ordering π∗ of the nodes of G =

(V,E). Let ci, j denote the cost associated with the directed edges (i, j) ∈ E, and let ci, j = 0
if (i, j) /∈ E. If the cardinality of the feedback edge set is to be minimized, then for each
(i, j) ∈ E we have ci, j = 1. If the weighted minimum feedback edge set problem is to be
solved, then all ci, j associated with a directed edge equal the weight of the corresponding edge
(i, j). Furthermore, let the binary variables yi, j associated with a given ordering π encode the
following: Let yi, j = 0 if node i precedes j in π , and let yi, j = 1 otherwise. Any ordering
π uniquely determines a corresponding y. This results in the following integer programming
formulation:

min
y

n

∑
j=1

(
j−1

∑
k=1

ck, jyk, j +
n

∑
`= j+1

c`, j(1− y j,`)

)
subject to

yi, j + y j,k− yi,k ≤ 1, 1≤ i < j < k ≤ n

−yi, j− y j,k + yi,k ≤ 0, 1≤ i < j < k ≤ n

yi, j = {0,1}, 1≤ i < j ≤ n.

(3)

Any y that satisfies the triangle inequalities (3) must correspond to an ordering [24, 66, 67].
Note that there are O(n2) binary variables, and O(n3) constraints in (3). Custom-tailored cutting
plane algorithms have been developed to solve this integer program (and the linear ordering
problem in general), see e.g., [24, 67], and [23, Ch. 5].
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3.2 Integer programming formulation as minimum set cover

An alternative to the formulation of the previous section is the minimum set cover formulation,
see for example [28, Eq. (1)] or [36, Sec. 8.4].

min
y

m

∑
j=1

w jy j

s.t.
m

∑
j=1

ai jy j ≥ 1 for each i = 1,2, . . . , `

y = {0,1}

(4)

Here, m denotes the number of edges; w j are nonnegative weights (often integer); y j is 1 if
edge j is in the feedback edge set, and 0 otherwise; ai j is 1 if edge j participates in cycle i, and
0 otherwise; ` denotes the number of simple cycles. The matrix A = (ai j) is called the cycle
matrix.

In practice, the cycle matrix can often be significantly reduced in a presolve phase [25, 28,
56], [36, p. 279], or [6, p. 114] (e.g., by removing dominated rows and columns of the cycle
matrix, and by removing columns that intersect a row with a single nonzero entry). These sim-
plifications were also referenced in the minimum set cover approach in Section 2 on heuristics.
State-of-the-art integer programming solvers such as Gurobi [68] or SCIP [69] implement these
simplifications (and other simplifications as well). After the presolve phase, further specialized
methods are available for handling the set covering constraints of (4) efficiently in a branch and
bound solver, see e.g. [70].

The weakness of this formulation has already been discussed in Section 2: even sparse
graphs can have Ω(2n) simple cycles [57], and such graphs appear in practice, e.g., cascades
(distillation columns) can realize this many simple cycles, see Section 5.

4 An integer programming approach with lazy constraint generation
The traditional set covering formulation is used in our implementation; the reader is referred
back to Section 3.2 regarding the notation. If enumerating all simple cycles of G happens
to be tractable (see [51] for enumerating all simple cycles), the integer program (4) with the
complete cycle matrix A can be fed to a general-purpose integer programming solver such as
Gurobi [68] or SCIP [69]. These state-of-the-art integer programming solvers usually do not
have any difficulty solving (4) to optimality in reasonable time, even with 105 cycles in A. In
practice, the real challenge is enumerating all simple cycles: It is often intractable in practice,
and the proposed method addresses exactly such situations.

The inspiration for the proposed method comes from our related work on tearing [71], in
which a similar integer programming based procedure has been developed to solve the tear-
ing problem. There are subtle differences though. For example, tearing works with undirected
bipartite graphs; here we do not make any assumptions about G being bipartite, and G is di-
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rected in the minimum feedback edge set problem. Although tearing is related to the minimum
feedback edge set problem, these problems come up in different contexts, and are interesting to
different communities. Therefore, it is worth discussing them separately.

It was discovered only later, when the draft of the present paper was already finished, that
the method of [72] for the directed feedback vertex set problem shows similarities to the pro-
posed method. The idea of building up an integer program sequentially, by adding constraints
to it in a lazy fashion, is certainly not new, see for example Dantzig et al. [73] from 1954. The
well-known column generation approach corresponds to this idea but works on the dual prob-
lem. Probably the first published paper applying column generation is from 1958 by Ford and
Fulkerson [74] .

4.1 Informal overview of the proposed method

The proposed method enumerates simple cycles in a lazy fashion, and extends an incomplete
cycle matrix iteratively in the hope that only a tractable number of simple cycles has to be
enumerated until a minimum feedback edge set is found. Let us refer to problem (4) with the
complete cycle matrix as P, and let P̃(k) denote its relaxation in iteration k where only a subset
of simple cycles is included in the incomplete cycle matrix A(k). The first cycle matrix A(1) can
be initialized as follows. We compute a feedback edge set, e.g., with any of the heuristics cited
in Section 2. We then call Algorithm 2 with the computed feedback edge set and an empty cycle
matrix to get the first cycle matrix for P̃(1). (Other initialization procedures are also possible.)

In iteration k, the optimal solution to the relaxed problem P̃(k) gives a feedback edge set,
and we remove all the edges in this feedback edge set from G to get G(k). Since not all simple
cycles are included in the cycle matrix A(k) (only a relaxation is solved), G(k) is not necessarily
acyclic. Therefore we need to check acyclicity: Topological sort succeeds if and only if G(k) is
acyclic. If the topological sort succeeds, the algorithm has found an optimal solution to P and
the algorithm terminates.

If the topological sort on G(k) fails, then G(k) must have cycles. In this case, we first create
a feasible solution to P as follows. We identify a feedback edge set F(k) of G(k) using an
appropriate heuristic, see Section 2. The proposed algorithm is guaranteed to make progress
with any feedback edge set but the algorithm is likely to make better progress with an F(k) of
small cardinality. Removing the edges in F(k) makes G(k) acyclic, and therefore the associated y

yields a feasible solution to P. We keep track of the best feasible solution to P found (incumbent
solution).

After we have created a feasible solution to P, we improve the relaxation P̃(k) by adding
new rows to the cycle matrix A(k). The directed graph G(k) must have at least one cycle because
topological sort failed previously. The feedback edge set F(k) contains at least one edge of every
cycle in G(k) by definition; therefore, there must be at least one edge e ∈ F(k) that participates
in a cycle. For each edge e ∈ F(k) we compute the shortest path from the head of e to the tail
of e with breadth-first search (BFS). (Although it has not been observed, this simple procedure
based on BFS can potentially lead to poor performance if the edge weights show unfortunate

9



variation. It is subject to future research to improve this procedure.) Such a shortest path exists
if and only if e participates in a cycle; we extended this shortest path with e which then gives a
simple cycle (even without chords). A new row is appended to the cycle matrix for each simple
cycle found. The cycle matrix A(k) is guaranteed to grow at least by one row by the time we
finish processing all the edges in F(k). We then proceed with the next iteration step, starting
with solving the next relaxed problem P̃(k+1) with this extended cycle matrix A(k+1). The cycle
matrix is only extended as the algorithm runs; rows are never removed from it. As we will
discuss it in Section 5.2, it has not been observed yet that superfluous rows would accumulate
in the cycle matrix, slowing down the algorithm significantly.

The algorithm terminates if G(k) is acyclic (as already discussed) or the objective at the
optimal solution of a relaxed problem equals the objective at the best known feasible solution
to P. A minimum feedback edge set has been found in both terminating cases. Finite termination
is guaranteed: The cycle matrix must grow by at least one row in each iteration, and there is
only a finite number of simple cycles in the graph.

4.2 Pseudo-code of the proposed algorithm

The pseudo-code of the algorithm is given as Algorithm 1 and at Algorithm 2; the Python
implementation is available from [75].

5 Computational results
Test problems. The properties of the test graphs are given in Table 1, and their plots in Ap-
pendix B, except for Problem 12, which is too large to be plotted reasonably. Most of the test
graphs were taken from Gundersen and Hertzberg [31]: The test problems with ID=2..10 corre-
spond to the problem with the same ID in [31]. (Problem 1 of [31] is also the complete graph but
only with 6 nodes.) Problem 11 was obtained by running the ILP-based edge removing algo-
rithm of Appendix A.4 on Problem 10 with very aggressive settings. The goal was to isolate the
core of Problem 10 that makes this test graph inherently difficult, see Appendix A.4. Problem 12
corresponds to a subproblem of tearing, see Section 1.2. The input of tearing is an undirected
bipartite graph; in case of Problem 12, this undirected graph corresponds to the sparsity pattern
of the steady-state model equations of a distillation column published by Jacobsen and Skoges-
tad [80]. A maximum-cardinality matching was computed first with NetworkX [81, 82], then
the graph was oriented according to the matching as follows. All matched edges point from
the node set of the equations towards the node set of the variables, and all the other edges were
oriented in the opposite direction. Each test graph is available in electronic form from [75].

Pre-solve phase. In the pre-solve phase, we attempt to generate an equivalent but simpler
graph than the input. Only the following procedures were applied: splitting into nontrivial
SCCs, then iteratively removing runs and 3-edge bypasses, see Hand-coded procedures for
common patterns in Appendix A.3 and also Figure 2.
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Algorithm 1: Finding a minimum feedback edge set based on integer programming and
lazy constraint generation

Input: G, a directed graph with m edges and nonnegative edge weights w j ( j = 1,2, . . . ,m)
Output: A minimum weight feedback edge set
# P denotes the integer program (4) with the complete cycle matrix of G

1 Let ŷ denote the best feasible solution to P found at any point during the search (incumbent solution)
2 Compute a feedback edge set F(0) of G using e.g. any of the heuristics cited in Section 2
3 Set the solution associated with F(0) as the incumbent ŷ
4 Set the lower bound z and the upper bound z̄ on the objective to 0 and ∑w j ŷ j, respectively
5 Let A(i) denote the incomplete cycle matrix in (4), giving the relaxed problem P̃(i) (i = 1,2 . . . )
6 call Algorithm 2 with G, F(0), and an empty cycle matrix to get the first cycle matrix A(1)

7 for i = 1,2, . . . do
8 Solve the relaxed problem P̃(i); results: solution y(i), the associated feedback edge set S and objective

value z(i)

# Optional: When the integer programming solver is invoked on the line just above,
# ŷ can be used as a starting point

9 Set the lower bound z to max(z,z(i))
10 if z equals z̄ then
11 stop, ŷ is optimal

12 Let G(i) denote the graph obtained by removing all the edges of S from G
13 if G(i) can be topologically sorted then
14 stop, y(i) is the optimal solution to P as well

15 Compute a feedback edge set F(i) of G(i) using e.g. any of the heuristics cited in Section 2
16 Set those components of y(i) to 1 that correspond to an edge in F(i)

# y(i) is now a feasible solution to P
17 Let ẑ be the new objective value at y(i)

18 if ẑ < z̄ then
19 Set z̄ to ẑ
20 Set ŷ to y(i)

21 call Algorithm 2 with G(i), F(i), and A(i) to get the extended cycle matrix A(i+1)

# A(i+1) is guaranteed to have at least one additional row compared to A(i)

Algorithm 2: Extending the cycle matrix given an arbitrary feedback edge set
Input: G, a directed graph; F , a feedback edge set of G; the incomplete cycle matrix A
Output: The extended cycle matrix A

1 foreach e ∈ F do
2 Find a shortest path p from the head of e to the tail of e with breadth-first search (BFS) in G
3 if such a path p exists then
4 Turn the path p into a simple cycle s by adding the edge e to p
5 Add a new row r to the cycle matrix corresponding to s if r is not already in the matrix

Hardware and software environment. The computations were carried out with the follow-
ing hardware and software configuration. Processor: Intel(R) Core(TM) i5-3320M CPU at
2.60GHz; operating system: Ubuntu 14.04.3 LTS with 3.13.0-67-generic kernel; the state-of-
the-art integer programming solver Gurobi [68] was called through its API from Python 2.7.6.;
the graph library NetworkX [81] 1.9.1 was used.
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Table 1: Properties of the test graphs.

ID Nodes Edges SCCs Cycles Optimum Original source

1 10 90 1 1112073 45 Complete graph
2 12 21 1 22 2 Pho and Lapidus [28]
3 15 35 3 27 6 Barkley and Motard [27]
4 19 31 1 20 6 Sargent and Westerberg [76]
5 25 32 1 10 3 Christensen and Rudd [77] (‘first’)
6 29 37 1 11 5 Jain and Eakman [78] (HF-alkylation)
7 30 42 1 31 3 Christensen and Rudd [77] (‘second’)
8 41 61 1 103 5 Shannon (Sulfuric acid), see [31]
9 50 79 1 22 8 Jain and Eakman [78] (Vegetable oil)

10 109 163 1 13746 12 Gundersen [79] (Heavy water)
11 32 52 1 187 6 See Appendix A.4
12 2700 3419 1 > 107 107 See Sec. 5

5.1 Comparisons and discussion

In Table 2, the proposed method is compared to the integer programming approach of Sec-
tion 3.1 with triangle inequalities, and to the minimum set cover approach of Section 3.2. When
the integer programs are tractable, they are solved either already in the presolve phase or on the
root node. This holds for every studied method. Problems 2–9 and 11 can be solved without
any significant difficulties with today’s computational power.

The approach based on triangle inequalities shows consistently the worst performance
with the exception of Problem 1 since all the other test graphs are sparse. Nevertheless, this
formulation may be favorable when dealing with small and dense graphs (like Problem 1),
especially with custom-tailored cutting plane algorithms, see [24, 67], and [23, Ch. 5]. Since
the present paper focuses on large and sparse graphs, the triangle inequalities based approach is
not discussed further.

The minimum set cover approach performs well as long as it is tractable to enumerate
all the simple cycles. As already stated in Sections 2 and 3.2, enumerating all simple cycles
can easily become intractable. Problem 12 is an example for this: 107 + 1 simple cycles were
enumerated with Johnson’s algorithm [51] before giving up on enumerating all of them.

The proposed method builds on the success of the minimum set cover approach but it tries
to avoid enumerating all simple cycles. For Problems 1–11, the initial loop set was sufficient
to prove that the solution found is optimal, meaning that line 15 of Algorithm 1 is not reached.
In other words, only a single integer program has to be solved, which in turn, is either already
solved in the presolve phase or on the root node, as already stated. Only Problem 12 triggers
iterative extension of the incomplete cycle matrix: A sequence of 7 integer programs is solved,
and each integer program is already solved on the root node. Table 2 gives the size of the largest
integer program (the one solved last) for Problem 12, and the total number of simplex iterations.
Problem 12 is intractable with the other two considered methods.
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Table 2: Comparing the proposed method (PM) to the integer programming formulation with
triangle inequalities (TI) of Sec. 3.1, and to the minimum set cover formulation (SC) of Sec. 3.2.
All tractable problems were solved either in the presolve phase or on the root node. The effort is
measured in simplex iterations; 0 means the problem was already solved in the presolve phase.

Problem ID Rows Columns Nonzeros Effort Method

1 240 45 720 0 TI
1112073 90 9864090 16646 SC

45 90 90 0 PM

2 440 66 1320 21 TI
22 21 164 0 SC

9 21 49 0 PM

3 3×20 3×10 3×60 12 TI
3×9 3×10 3×33 7 SC
3×6 3×10 3×20 7 PM

4 330 55 990 13 TI
13 21 59 0 SC
11 21 40 0 PM

5 440 66 1320 38 TI
10 19 57 0 SC

8 19 41 0 PM

6 440 66 1320 29 TI
11 20 53 0 SC

9 20 37 0 PM

7 1938 171 5814 83 TI
31 31 295 0 SC
13 31 89 0 PM

8 5200 325 15600 170 TI
103 46 1311 0 SC

19 46 115 0 PM

9 330 55 990 9 TI
22 23 112 0 SC
13 23 38 0 PM

10 152152 3003 456456 failed TI
(> 2 hours)

13746 130 572622 24 SC
49 130 453 32 PM

11 9920 496 29760 3489 TI
187 52 3618 23 SC

17 52 116 31 PM

12 Not applicable: There are > 109 rows failed TI
Not applicable: There are > 107 cycles failed SC

574 1687 6488 669 PM

5.2 Minimal cycle matrix

Since the proposed algorithm only adds rows to the cycle matrix but never removes any of
them, it is reasonable to ask whether superfluous rows can accumulate in the cycle matrix as
the algorithm runs. Numerical experiments were carried out with those cycle matrices that
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Algorithm 1 had on termination. The goal was to find a minimal subset of rows in each cycle
matrix such that the solution to (4) with this minimal cycle matrix still gives the optimal solution
to P.

After Algorithm 1 terminated, the following additional constraint was appended to the inte-
ger program (4) to render it infeasible:

m

∑
j=1

w jy j ≤ z∗−1, (5)

where z∗ is the objective value at the optimal solution to P. Here, we leverage the fact that
for each test graph in our test set we have w j ≥ 1 for each j = 1,2, . . . ,m . Then, Gurobi was
invoked on this infeasible integer program to compute an Irreducible Inconsistent Subsystem
(IIS). In general, an IIS is a subset of the constraints and variable bounds of the original model.
If all constraints in the model except those in the IIS are removed, the model is still infeasible.
However, further removing any one member of the IIS produces a feasible result.

In Table 2, the size of the cycle matrix generated by the proposed method is compared
to a minimal cycle matrix, obtained as discussed just above. For unweighted graphs (i.e. all
edges have weight 1), the cardinality of the feedback set is a lower bound on the minimum
number of rows in the cycle matrix: There must be at least as many rows in the cycle matrix
as the cardinality of the minimum feedback edge set if the input graph is unweighted, see (4).
However, the optimum is only a hint in Table 2 since the algorithm is run after the pre-solve
phase which can introduce new edges with weight > 1, see Appendix A.3.

For Problems 1–11, the initial loop set was sufficient to prove that the solution found is op-
timal, meaning that line 15 of Algorithm 1 is not reached. As a consequence, all the superfluous
rows (compared to the minimal set) were introduced by the greedy heuristic used to initialize the
cycle matrix on line 6 of Algorithm 1. In case of Problem 12, which triggers iterative extension
of the incomplete cycle matrix, the initial cycle matrix already had 548 rows.

Therefore, the superfluous rows could be avoided with more sophisticated greedy heuris-
tics for finding a feedback edge set or with the simplification rules referenced in Section 3.2.
However, no efforts were made to improve our implementation: (1) Gurobi most likely already
implements these simplification rules internally, and (2) Problem 12 is the most difficult prob-
lem, taking 0.09 seconds in total to solve the sequence of the 7 integer programs on the root
node. The potential gain simply does not compensate for the implementation effort.
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Table 3: Comparing the cycle matrix size generated with the proposed method (PM) to a mini-
mal cycle matrix (MIN). The optimum (cardinality of the minimum feedback set) is indicative
of the minimum number of rows in the cycle matrix, see the text. All problems were solved
either in the presolve phase or on the root node. The effort is measured in simplex iterations; 0
means the problem was already solved in the presolve phase.

Problem ID Optimum Rows Columns Nonzeros Effort Note

1 45 90 90 0 PM
45 45 90 90 0 MIN

2 9 21 49 0 PM
2 2 21 12 0 MIN

3 3×6 3×10 3×20 7 PM
3×2 3×2 3×10 3×7 0 MIN

4 11 21 40 0 PM
6 6 21 15 0 MIN

5 8 19 41 0 PM
3 3 19 11 0 MIN

6 9 20 37 0 PM
5 5 20 14 0 MIN

7 13 31 89 0 PM
3 3 31 17 0 MIN

8 19 46 115 0 PM
5 5 46 23 0 MIN

9 13 23 38 0 PM
8 8 23 16 0 MIN

10 49 130 453 32 PM
12 18 130 109 14 MIN

11 17 52 116 31 PM
6 11 52 66 21 MIN

12 574 1687 6488 669 PM
107 109 1687 867 7 MIN

A Safely removing edges
We say that a set of edges is safe to remove if removing these edges from G, and adding them
to the feedback edge set does not change the minimum cost solution. In other words, there must
be at least one minimum cost feedback edge set in G that contains all the edges of an edge set
that is safe to remove.

The goal of the algorithm is to find edges that can be safely removed. If the algorithm fails
to find such an edge set, no simplification takes place, nothing is removed from G.
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Our original intent was to create an algorithm for the pre-solve phase of the proposed method
that generates an equivalent but simpler graph than the input. The algorithm presented in this
section turned out to be impractical for such purposes due to its high computational costs.
Nevertheless, certain pieces of it proved to be useful and are included in the proposed method
(see Hand-coded procedures for common patterns in Appendix A.3), and it also provided us
insights into the structure of Problem 10 by identifying a challenging subgraph of it that has no
safe to remove edges.

A.1 Intuition

We start with the following simple example. The input graph G is assumed to be unweighted,
that is, the cardinality of the feedback edge set is to be minimized in this example. Furthermore,
let us assume that the nodes u and v participate in a two-cycle, and u has an additional in-edge
and v has an additional out-edge, see Figure 1.

u v

Figure 1: An example showing how the simplification works on a two-cycle.

This two-cycle has to be broken to make G acyclic, and there are exactly three possibilities to
break this two-cycle: We remove (i) the edge (u,v), or (ii) the edge (v,u), or (iii) both. The third
option is obviously not an optimal solution to break the two-cycle. We now discuss the first two
options.

The edge (v,u) cannot participate in any simple cycle other than the two-cycle shown in
Figure 1, because u has a single out-edge and that points to v, or alternatively, because v has a
single in-edge and that comes from u. However, the edge (u,v) can participate in other simple
cycles of G; let C denote the set of these simple cycles. The cycles in C still have to be broken
to make G acyclic. Therefore, we can conclude that removing the edge (v,u) cannot yield a
strictly lower cost solution than removing (u,v) since removing (u,v) breaks both the two-cycle
and all the other cycles in C (if any). The edge (u,v) can be safely removed; the global optimum
remains unchanged.

A.2 Rule to identify edges that are safe remove

Our observations made in the previous subsection generalize. We compute two costs:

• the exact minimum cost c1 of making an arbitrary induced subgraph G′ of (the weighted
or unweighted) G acyclic,

• the cost c2 of making both G′ acyclic and breaking also all those cycles of G that can have
an edge in G′ by removing edges in G′ only. Let F ′ denote such an edge set; this edge set
has cost c2.

If c1 = c2, then it is safe to remove F ′ from G and to add it to the feedback edge set of G. The
argument is the same as it was in the example. Making G′ acyclic alone is not cheaper than the
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cost of F ′, and removing F ′ makes G′ acyclic and also breaks all those cycles of G that have an
edge in G′.

The algorithm reports failure if c1 < c2. (Note that c1 ≤ c2 must hold.) Only c1 has to be
computed exactly (rigorously); it is sufficient to use a heuristic to find an appropriate F ′.

A.3 Implementation

Hand-coded procedures for common patterns. Although the edge removal rule of the pre-
vious section can be implemented in a generic fashion, it proved to be fruitful to hand-code
certain common patterns (common induced subgraphs) and their simplified forms. The pri-
mary reason is efficiency, but our simple algorithm for generating G′ also benefits from these
simplifications as we will see shortly.

Common patterns such as runs, self-loops, two-cycles, three-cycles, 3-edge bypasses, and
their corresponding simplified forms are hand-coded, see Figure 2. We assume throughout
this paper that the input graph G does not have self-loops. However, self-loops are temporar-
ily allowed when the hand-coded rules are applied; self-loops are no longer present when the
hand-coded simplifications finish. There is only one edge that can break a self-loop; this edge
is always removed and added to the feedback edge set. The other patterns were selected by
inspecting the graphs in our test set. One could derive rules for other patterns too, depending
on what is believed to be common in the expected input graphs.

Once all the hand-coded simplifications have been performed, and the graph cannot be sim-
plified any further with these rules, the remaining graph is split into nontrivial SCCs, and the
hand-coded simplification procedures are run again on each SCC. If neither the hand-coded
simplification procedures nor splitting into nontrivial SCCs result in any progress, we con-
tinue with the computationally more expensive integer programming based simplification, as
discussed right below.

Selecting the induced subgraphs G′. In order to apply the rule of Appendix A.2, an induced
subgraph G′ must be selected. G′ can be an arbitrary induced subgraph of G, but it is assumed
that finding a minimum feedback edge set of G′ with an exact method is still tractable. Further-
more, we assume that both G′ and G are nontrivial SCCs; the algorithm would produce valid
but mostly useless results otherwise.

The following procedure is used to construct G′. Depth first search (DFS) is started from an
appropriately chosen node n of G (more on this in the next paragraph) but the search is limited
in depth by a pre-defined constant d. The induced subgraph of the visited nodes is created, and
that nontrivial SCC (if any) is selected that contains n. This SCC is G′. The algorithm reports
failure if there is no such nontrivial SCC. This procedure is rather plain: For example, in a
complete graph, it produces G′ ≡ G even with d = 1.

Each node of G is probed in the edge removing algorithm, one after the other in an arbitrary
sequence, and starting with d = 1 as depth limit for the DFS. If no safe edge set is found at any
of the nodes, d is increased by 1, and each node of G is probed again. The procedure stops when
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a a
Add the edge (a, a) to

the feedback edge set.

a b

w1

w2

a

If w2 ≤ w1: Delete

node b with all its edges,

and add the edge (b, a)

to feedback edge set.

a b

w1

w2

a

If w1 ≤ w2: Delete

node b with all its edges,

and add the edge (a, b)

to feedback edge set.

a b c
w1 w2

a c
min(w1, w2)

a

b

c

w1 w2

w3
a c

min(w1, w2) + w3

a

b

c

w1 w2

w3

a c

min(w1, w2)

w3

Figure 2: Common patterns whose simplification is hand-coded mainly for efficiency reasons.
The left column shows the induced subgraphs of G, the right column shows the corresponding
simplified form. From top to bottom: (1) removing self-loops, (2) breaking 2-cycles where b
has out-degree 1 in G, (3) breaking 2-cycles where b has in-degree 1 in G, (4) removing runs,
(5) rewriting 3-edge bypasses, (6) rewriting 3-cycles. In cases (4)–(6), the node b must have
in-degree 1 and out-degree 1 in G.
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d exceeds the user-defined limit dmax (= 5 by default in our implementation) without finding
any safe edge set. However, whenever a safe edge set is found, it is removed and added to
the feedback edge set. The remaining part of G is split into nontrivial SCCs, the runs and the
3-edge bypasses are iteratively removed with the hand-coded simplifications, and the resulting
nontrivial SCCs are appended to the SCCs to be processed. This arrangement is not ideal but
it is easy to implement. Note that if the upper bound dmax is large enough, G′ will be identical
to G, that is, we get back the original minimum feedback edge set problem. The constant dmax

will be referred to as cutoff in DFS.

Computing c1. The computation of c1 must be exact; any exact method (including the pro-
posed method of Section 4) can be applied. In our implementation, c1 is computed by solv-
ing (4) with the complete cycle matrix. Therefore, G′ is assumed to be small enough so that all
of its simple cycles can be enumerated. One way to enforce this is a naive trial and error ap-
proach: Johnson’s algorithm [51] for enumerating simple cycles can be implemented in a lazy
fashion [81], that is, it can be aborted after a pre-defined number of simple cycles (e.g. 100 or
1000) have been found. If an induced subgraph G′ has more simple cycles than this pre-defined
threshold, the algorithm gives up, and reports failure. This user-defined limit for the number of
simple cycles will be referred to as cycle budget per SCC.

If enumerating all simple cycles in G′ finishes within the pre-defined limit for the number of
simple cycles, the corresponding integer program (4) is solved. This gives the cost c1 of making
G′ acyclic alone.

Computing c2. We create a graph H in which any edge of G′ that can possibly participate in
a simple cycle in G, necessarily participates in a simple cycle in H too. We could select G as
H, but it would not be practical: We do not want to unnecessarily introduce new simple cycles
in H.

A node is on the boundary of G′ if it has either an in- or an out-edge whose other endpoint
is not in G′; let B denote this set of nodes. Let us consider those simple cycles in G that have
at least an edge in G′ but not all of their edges; let C denote the set of these simple cycles. The
cycles in C must enter and leave G′ at distinct nodes (possibly multiple times), and these nodes
must be in B. We create a new graph H in which each node in B necessarily participates in
at least one simple cycle that has edges outside G′. This will ensure that any edge in G′ that
appears in a cycle in C, will also be involved in a simple cycle in H that has edges outside G′.

The reader is referred to Figure 3 before reading the explanation that follows. We extend G′

by adding two fake nodes u and v to it, together with the following fake edges. For each edge
in G that has its initial node (tail) t in G′ but its terminal node (head) not in G′ (edges “sticking
out” of G′), we add the edge (t,u) to G′. Similarly, for each edge that has its terminal node
(head) h in G′ but its initial node (tail) not in G′, we add the edge (v,h) to G′. Finally, we add
the edge (u,v). Let H denote the graph that we obtained; G′ is obviously an induced subgraph
of H.

H ensures that all the nodes on the boundary of G′ participate in at least one simple cycle
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G′ G′

u

v

Figure 3: Left: The nodes on the boundary of the induced subgraph G′ are shown as black dots,
together with their edges not in G′. Right: The extended G′, the H graph. The nodes u and v,
and their edges are fake (not in G).

that has an edge outside G′: This is the cycle that goes through the edge (u,v). Therefore, if we
compute a feedback edge set F ′ of H such that it only contains edges that were present in G′

(no edges incident to u or v), then this edge set, when removed from G, will make G′ acyclic
and breaks all the cycles in C as well.

There is a corner case in the above construction of H which is currently not handled by the
algorithm: If a cycle of G has exactly one node in G′, then it is not possible to make H acyclic
by removing edges from G′ only. If this corner case is encountered, the algorithm gives up and
reports failure. This is obviously a missed opportunity and should be handled in the future.

A.4 Edge removal experiments

In Table 4 we give the minimum cycle budget and the minimum cutoff that are necessary to
solve the test problems exclusively with the edge removal algorithm. Although it is inefficient
to solve these problems with the edge removal algorithm only, the numbers nevertheless show
that Problems 2–10 can be simplified, Problem 10 even by a factor of 73 with respect to the
number of simple cycles. Problem 11 is the SCC (G′) with the most simple cycles that occurred
during solving Problem 10 with the edge removal algorithm only. Accordingly, Problem 11
does not have a proper subgraph that has safe to remove edges. No safe to remove edges were
found in Problem 12 even when the cycle budget per SCC was set to 105 and the cutoff in the
DFS to 6.
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Table 4: The minimum cycle budget and minimum cutoff to solve the test problems with the
edge removal algorithm only. Problem 1 is the complete graph and has no safe to remove edges.
Problem 11 has no safe to remove edges as expected, see in the text. No safe to remove edges
were found in Problem 12 within the threshold given in parenthesis.

Problem ID Optimum Cycles Cycle budget Cutoff

1 45 1112073 1112073 1

2 2 22 3 1

3 6 27 9 1

4 6 20 8 2

5 3 10 3 1

6 5 11 3 1

7 3 31 18 3

8 5 103 41 3

9 8 22 13 2

10 12 13746 187 5

11 6 187 187 4

12 107 > 107 (> 105) (> 6)
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[21] V. Guruswami, J. Håstad, R. Manokaran, P. Raghavendra, and M. Charikar. Beating the random
ordering is hard: Every ordering CSP is approximation resistant. SIAM Journal on Computing, 40
(3):878–914, 2011.

[22] P. Austrin, R. Manokaran, and C. Wenner. On the NP-hardness of approximating ordering con-
straint satisfaction problems. In P. Raghavendra, S. Raskhodnikova, K. Jansen, and J. D. P. Rolim,
editors, Approximation, Randomization, and Combinatorial Optimization. Algorithms and Tech-
niques, volume 8096 of Lecture Notes in Computer Science, pages 26–41. Springer Berlin Heidel-
berg, 2013.

[23] Rafael Martı́ and Gerhard Reinelt. The Linear Ordering Problem: Exact and Heuristic Methods
in Combinatorial Optimization, volume 175 of Applied Mathematical Sciences. Springer-Verlag
Berlin Heidelberg, 2011.
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B Plots of the test graphs

1

2

3

4

5

6

7

8

9

10

Figure 4: Problem 1, the complete graph of 10 nodes. This graph has 10 nodes, 90 edges,
1112073 simple cycles, and the cardinality of the minimum feedback edge set is 45.
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Figure 5: Problem 2, origin: Pho and Lapidus [28]. This graph has 12 nodes, 21 edges, 22
simple cycles, and the cardinality of the minimum feedback edge set is 2.
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Figure 6: Problem 3, origin: Barkley and Motard [27]. This graph has 15 nodes, 35 edges, 27
simple cycles, consists of 3 strongly connected components, and the cardinality of the minimum
feedback edge set is 6.
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Figure 7: Problem 4, origin: Sargent and Westerberg [76]. This graph has 19 nodes, 31 edges,
20 simple cycles, and the cardinality of the minimum feedback edge set is 6.
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Figure 8: Problem 5, origin: Christensen and Rudd [77] (‘first’). This graph has 25 nodes, 32
edges, 10 simple cycles, and the cardinality of the minimum feedback edge set is 3.
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Figure 9: Problem 6, origin: Jain and Eakman [78] (HF-alkylation). This graph has 29 nodes,
37 edges, 11 simple cycles, and the cardinality of the minimum feedback edge set is 5.
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Figure 10: Problem 7, Christensen and Rudd [77] (‘second’). This graph has 30 nodes, 42
edges, 31 simple cycles, and the cardinality of the minimum feedback edge set is 3.
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Figure 11: Problem 8, origin: Shannon (Sulfuric acid), see [31]. This graph has 41 nodes, 61
edges, 103 simple cycles, and the cardinality of the minimum feedback edge set is 5.
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Figure 12: Problem 9, origin: Jain and Eakman [78] (Vegetable oil). This graph has 50 nodes,
79 edges, 22 simple cycles, and the cardinality of the minimum feedback edge set is 8.
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Figure 13: Problem 10, origin: Gundersen [79] (Heavy water). This graph has 109 nodes, 163
edges, 13746 simple cycles, and the cardinality of the minimum feedback edge set is 12.
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Figure 14: Problem 11, derived from Problem 10 as discussed in Appendix A. This graph has
32 nodes, 52 edges, 187 simple cycles, and the cardinality of the minimum feedback edge set
is 6.
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